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Abstract

We propose a novel method of analysis of financial data through
the Empirical Mode Decomposition, a well established technique in Sig-
nal Processing that generalizes the Fourier expansion through the use
of a posteriori trigonometric-like bases. We subsequently apply this
technique on the Dow-Jones volume and make some inferences on its
frequency content.
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1 Introduction

Financial analysis in the Black-Scholes [5] model (BSM) framework is indis-
putably a breakthrough, as it allows for several financial quantities (stock
prices, option prices etc.) to be computed through mathematically strict and
well tested rules. On the downside, the BSM relies heavily on the properties of
stationary random processes, and can only capture non-stationarity indirectly,
e.g. through a deterministic transformation of an otherwise stationary ran-
dom process yielding an overall non-stationary process (in the simple BSM,
this transformation is the addition of a linear drift and the subsequent ex-
ponentiation of the total). Otherwise said, a crucial assumption of the BSM
is that all randomness can be reduced, through some transformation, down
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to stationary random processes; direct analysis of non-stationary data is not
possible.

Signal processing techniques, on the other hand, include tools for dealing
with non-stationarity; in this work we will focus on the application of such
a tool, the Empirical Mode Decomposition [4] (EMD), on financial data. In
treating financial data as a general signal we break all ties between the data
and its origin, thus forfeiting possibly some physical understanding; at the
same time, though, we are allowed to apply to this data a much wider range of
tools that might prove illuminating, yet unnatural when attempting to justify
them using the background of the field the data emerged in. We believe this
kind of “fusion” can benefit all fields involved.

2 Empirical Mode Decomposition [4]

2.1 Classical Applied Harmonic Analysis

One of the key problems in Signal Processing, and essentially the object of
Applied Harmonic Analysis, is the following: given a family of functions F
(such as L2([0, 2π]), for example), determine another family B(F ) ⊂ F such
that any f ∈ F can be expressed as a linear combination of functions in B(F ).
The usual classical choices of B(F ) (which, in our example, include the family
of exponentials {exp(iun), n ∈ Z} and the families of 2π-periodic wavelets
[6, 8]) are often over-constrained and inflexible so as to facilitate mathematical
treatment. In particular:

• They are often “minimal” in some sense (e.g. linear independence); as
a consequence, although the linear expansion of an arbitrary function is
possible, such an expansion is usually not “sparse”: many terms may be
needed to approximate the function adequately.

• They are often over-constrained with properties more useful for the re-
construction (by a simple closed form) of the function from the expansion
than for its analysis (e.g. orthonormality, biorthogonality [6] etc.)

• They are very simple in order to have a well defined feature (e.g. fre-
quency or scale).

3 Intrinsic Mode Functions

Expanding any f ∈ F over a fixed set of functions is clearly a bad idea: the
expansion will be sparser, and perhaps more revealing about the properties of
f , if we can choose the terms of the expansion (the functions themselves, that
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is, not only the coefficients) according to f somehow. This calls for a dramatic
enlargement of B(F ); we need to be careful, however, as this risks becoming
meaningless: for example, if B(F ) = F then any f ∈ F is expanded in the
sparsest way possible, namely in one single term! Clearly, some sort of balance
must be struck between the properties of B(F ) and the flexibility of expansion
over B(F ).

Trigonometric functions are useful (and the Fourier transform successful)
because they are “pure tone” functions: they have a well defined and unique
frequency. In real world signals, though, we cannot expect to detect per-
fect sines or cosines: from an engineer’s point of view, sin(2πt), sin(2π(1 +
0.001 cos(10t))t) and even (1 + t2)−1 sin(2π(1 + 0.001 cos(10t))t) all have the
same (mean) frequency 1, as in all 3 cases we can determine where the min-
ima and the maxima of the function lie, find the distances between them, and
hence the mean period and the mean frequency, which, in all 3 cases, are
approximately the same.

To formalize this concept of the generalization of the sine function, we
define the Intrinsic Mode Functions (IMFs) as follows: a function f : R → R

is an IMF iff:

1. It is continuous;

2. It has strictly positive maxima and strictly negative minima;

3. Within any finite interval I ⊂ R the number of maxima and the number
of minima differ at most by 1.

4. The function’s graph is “centered” around the horizontal axis (this con-
dition should be intuitively obvious but it will be made more precise
below).

We take B(F ) to be the set of all IMFs: this is a much wider set than the
trigonometric functions alone, but it is still restricted enough to be of some
interest. The EMD is the process of the expansion of a function in its IMFs.
We can set F = L∞(R)∩C(R). In Figure 1 we can see an example of an IMF
and a non-IMF (condition 2 is violated).

The determination of the period of an IMF is a simple process and we carry
it out just as we hinted above: we locate all local extrema, we compute the
(absolute) distances between any 2 consecutive extrema (so that necessarily
one is a minimum and the other a maximum), and the mean value is defined
to be the mean half period of the IMF. We can even go one step further, if
necessary, and compute the mean half period locally, by choosing a window,
slide it across the domain of the IMF and assign to the center of the window the
half period computed as the mean of the absolute distances of the between the
extrema within the window; this is similar to the Windowed Fourier Transform
[6].
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Figure 1: An example of an IMF and a non-IMF, where condition 2 of the
IMF definition is violated

3.1 Sifting

The expansion algorithm of f in its IMFs is straightforward, and is called
sifting because it acts like a sieve:

1. Set ft = f and i← 0;

2. Determine all local maxima of ft: if there are at least 2 of them, in-
terpolate between them using a smooth spline function (a cubic spline
or a smoothing spline will do); denote this interpolation function, the
upper envelope, by f ↑

t . Define similarly f ↓
t , the lower envelope, to be the

interpolation of the local minima of ft through the same smooth spline
function, if there are at least 2 minima. If there are less than 2 minima
or less than 2 maxima, set ri+1(f) = ft and stop.

3. Set d =
f ↑

t + f ↓
t

2
and set ft ← ft − d; now ft certainly satisfies all

conditions of the IMF definition except possibly condition 2. If it does
not go to step 2.

4. ft is an IMF; set i← i + 1, fi ← ft and f ← f − fi; go to step 1.

The algorithm produces the expansion f =
N∑

i=1

fi + rN+1(f); rN+1(f) plays

the role of the remainder which can no longer be characterized as an oscilla-
tion. The algorithm always stops if f is of compact support and has a finite
number of maxima and minima in any finite subset of its domain, otherwise we
may stop it manually when we obtain enough IMS to represent f accurately
(according to the measure of our choice).



Empirical mode decomposition of financial data 1195

Typically, as i increases, the (mean) frequency of fi decreases. Moreover,
the set fi, i = 1 . . . , n is often nearly orthogonal. So, the EMD is very close
to being an analog to a Fourier expansion, except that it is an a posteriori
expansion in the sense that the “basis” of the expansion is chosen after f is
chosen, hence it is much better adapted to it.

When measuring the error of a finite approximation, though, it would be

imprudent to assume that ‖f−rN+1−
i∑

j=1

fj‖2 = ‖f−rN+1‖2−
i∑

j=1

‖fi‖2 holds;

this is certainly true if orthogonality holds, but we cannot be sure whether the
IMFs are sufficiently orthogonal. It is much better to ignore orthogonality and
measure the error of the approximation directly as:

ei =
‖f − rN+1 −

∑i
j=1 fj‖2

‖f − rN+1‖2 , i = 0, 1, . . . , N (1)

Note that the algorithm above gives us an exact specification of condition

4 of the IMF definition: if f is an IMF, then d =
f ↑

t + f ↓
t

2
≡ 0. Note also that

for any f ∈ F the inequality f ↓(t) ≤ f(t) ≤ f ↑(t) holds for the most of t ∈ R,
but usually not for all of them; the reason is that the interpolation, especially
because of the smooth spline used, may occasionally lie below the graph of the
function, for the upper envelope, or above it, for the lower. This phenomenon
occurs more frequently in high-frequency IMFs, but it causes no problems for
our purpose and no action is taken against it.

4 Data analysis

The data we intend to use EMD on is the volume of the Dow-Jones index as
downloaded from Yahoo! Finance (for reasons of compatibility with previous
work on signal processing applications in Finance [2]). Actually, denoting the
volume by S(t), we intend to analyze the logarithm ln(S(t)) and its derivative

d ln(S(t)) =
dS(t)

S(t)
.

4.1 Volume: log

The EMD gives: ln(S(t)) =

9∑

i=1

fi(t) + r(t), so we get 9 IMFs (some are

plotted in Figure 2, where ln(S(t)) is also plotted). The energies of all IMFs
are comparable (see Table 4.1), so the total energy is distributed almost equally
among them. As a result, the convergence of the IMF sums to ln(S(t)) is rather
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i Energy Half period mean Half period std

1 374.662 1.591907 0.7793038
2 227.763 3.401869 1.351929
3 189.1817 7.037196 2.721644
4 177.2032 14.9459 4.65482
5 226.0095 33.03667 12.63014
6 315.0298 69.22449 26.28839
7 185.576 134.1944 31.94522
8 217.4261 257.9459 61.26126
9 194.1182 558.5882 134.6774

Table 1: Energy, mean half period and standard deviation of the half period
for the 9 IMFs of ln(S(t))

slow (see Figure 5a). Furthermore, the mean periods of the IMFs are quite
well defined (the mean is considerably larger than the standard deviation for
all IMFs, also see Table 4.1) and increase geometrically, with an approximate
factor of 2, as i increases. This is in contrast to classical Fourier analysis
where the various terms in the expansion have frequencies that are multiples
(harmonics) of the same fundamental frequency.

4.2 Volume: log-derivative

The EMD gives this time
dS(t)

S(t)
=

14∑

i=1

fi(t)+r(t), so we get 14 IMFs (some are

plotted in Figure 3, where dS(t)/S(t) is also plotted). The energy of the IMF
decreases fast this time as i increases (see Table 4.2), contrary to the previous
case, and actually geometrically with a factor between 2 and 3; as a result, the
convergence of the IMF sums to dS(t)/S(t) is very fast (see Figure 5b), and
actually the sum of the first 6 IMFs approximates dS(t)/S(t) with a relative
energy error, as given by (1), of less than 5%. The last 3 IMFs (those below
the line in Table 4.2) have very little energy, and the drop between f11 and f12

is too abrupt (by a factor just above 4); this suggests that we should probably
ignore them, or consider them part of the drift.

4.3 A note on the orthogonality of the IMF families

We can test the orthogonality of the IMF families in a simple way. First, we
find the absolute correlation factors between all pairs of IMFs: ∀1 ≤ i < j ≤
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Figure 2: ln(S(t)), the remainder of the EMD, and the 4 IMFs with the lowest
frequencies; observe how nicely the remainder captures the drift of ln(S(t))
free from any oscillation.
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Figure 3: Graph of dS(t)/S(t), the remainder, the first 2 IMFs, and zoom
details of these IMFs
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i Energy Half period mean Half period std

1 1862.8909 1.4572315 0.69252473
2 696.83538 2.7452514 1.0371244
3 231.46112 5.1039501 1.7517854
4 95.635906 9.1882022 3.408074
5 60.729283 16.697952 5.8326428
6 33.57078 30.714734 10.056294
7 16.051005 57.688235 17.450263
8 7.6420381 106.31111 30.312472
9 3.9934357 201.27083 57.832016
10 2.7614071 344.03571 148.09118
11 3.0140151 594.625 167.49602
12 0.6989185 893.81818 373.88924
13 0.60373998 1519.6667 225.80847
14 0.79518075 3686.5 1047.2251

Table 2: Energy, mean half period and standard deviation of the half period

for the 14 IMFs of
dS(t)

S(t)
; the IMFs below the line have very little energy.

N, 0 ≤ cij =
|fi · fj|
‖fi‖‖fj‖ ≤ 1; then, ∀t ∈ [0, 1], we compute the probability

P(c > t) =
#{(i, j) : cij > t}(

N
2

) : the family is orthogonal iff P(c > t) = 0, t > 0,

so the faster it actually drops to 0, the closer it is to full orthogonality. In
Figure 4 we see that no family is perfectly orthogonal, but the IMF family of
ln(S(t)) is more orthogonal than the IMF family of dS(t)/S(t).

4.4 A note on stationarity

It is clear that for EMD stationarity is a non-issue, as the entire treatment is
based on completely deterministic methods. However, if we choose to interpret
the IMFs as stochastic processes, we see from the graphs that they are in
general not stationary: the tail for example tends to have higher amplitude
oscillations in all cases. In any case, the EMD had no difficulty handling
the data and yielding the relevant results (IMF frequencies and energies); the
interpretation of the IMFs for further analysis (stochastic or deterministic)
only comes at a later stage.

Just to demonstrate the idea of the computation of a local half period
through a sliding window, we use a window of length 401 (days) on IMF f5
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Figure 4: Orthogonality test for the IMF families in the log and the log-
derivative case
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Figure 5: Rate of convergence of the finite EMD approximations to ln(S(t))
and dS(t)/S(t) as given by (1)
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Figure 6: Local mean half period (along with the standard deviation) of IMF
f5 of ln(S(t)), using a window of length 401 (days)

of ln(S(t)) to compute the mean half period at the center of the window each
time. The result is shown in Figure 6, where the fluctuations in the half period
are clearly visible.

5 Discussion

EMD is a powerful technique for the analysis of signals, including financial
data. It is a generalization of the Fourier transform that also allows for local
extraction of information and is thus able to deal with non-stationary signals.
Its major strength is the choice of the expansion functions (IMFs) taking the
function into account (a posteriori, that is). In our example, the IMF frequen-
cies vary geometrically with an approximate factor of 2, and this, along with
the fact that IMFs are centered around the horizontal axis and hence have
an integral that is approximately 0, reminds strongly of orthonormal Wavelet
bases. The analogy is further strengthened by the role of the remainder as an
oscillation-less average of the signal, just like the scaling function in Wavelet
theory. It is possible then that Wavelets are an appropriate framework for
the analysis of stochastic processes emerging in Finance, and this can be a
promising future direction of research.

Note also that the difference in the speed of convergence of the IMF sums
to the original signal in the 2 cases we studied is reminiscent of the behavior
of the Averaging/Energy function appearing in the Internet traffic literature
[1, 2, 3], so it may be itself connected to the multifractality [7] of the signal.
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